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Open-domain dialogue systems based on large language models have developed
rapidly, showing strong abilities in fluent response generation. However, there remain
three fundamental and persistent problems: the tendency to hallucinate facts, failure
to effectively use new evidence retrieved at run time, and frequent repetition or
overuse of generic expressions. These issues reflect a deeper gap between the static
knowledge stored in model parameters and the real-world need for integrating
up-to-date, diverse information from outside sources. Traditional retrieval-augmented
generation (RAG) methods attempt to bridge this gap by providing external evidence as
input to the model. Yet, RAG still cannot guarantee the inclusion of critical facts, nor
does it offer fine control over whether evidence should be copied directly or rephrased.
Current methods for enforcing evidence use, such as constrained decoding, often cause
a heavy computational load or loss of response fluency, while other approaches focused
on stylistic control fail to solve the knowledge-drop problem. Despite the introduction of
copy mechanisms, pointer-generators, or additional classifiers, none of these
techniques deliver a unified, efficient, and controllable solution that ensures faithful
grounding, fluency, and diversity in real time. Therefore, it remains an open question
how to design a dialogue generation framework that can (i) always include required
knowledge, (ii) allow flexible phrasing, (iii) reduce repetition, and (iv) maintain
computational efficiency suitable for real-world deployment.

Chapter 1 briefly reviews the evolution of open-domain dialogue systems and
discusses the tension between factual grounding and natural language flexibility. It
highlights the limitations of existing retrieval and generation approaches, setting the
stage for the main research questions of this thesis.

Chapter 2 provides a short survey of relevant background, including retrieval-based
and generation-based dialogue architectures, knowledge selection, text infilling
objectives, and recent techniques for repetition control. This chapter also standardizes
terminology and notation for later chapters.

Chapter 3 introduces DialFill v1, the initial implementation of the proposed Dialogue
Filling framework. In this version, the system treats response generation as a
span-infilling task: a dual-encoder model retrieves a candidate response from a large
index, and the most important entity or phrase is anchored by masking its surrounding
context. The generator, based on a fine-tuned Transformer, is required to fill the
masked parts, ensuring the evidence is always present in the output. Five different

masking patterns are explored to balance lexical diversity and factual precision.
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Experimental results on DailyDialog and Reddit show that DialFill vl reduces
hallucination rates and increases response diversity compared to simple
retrieval-concatenation methods. However, its reliance on a single retrieved sentence
makes it fragile when the retriever fails to find relevant evidence, revealing the need
for a more robust framework.

Chapter 4 presents DialFill v2, which extends the method to handle multiple
retrieved snippets and more complex knowledge sources, such as triples or longer
passages. This version uses a unified model to predict keywords, draft masked
responses, and perform dialogue infilling, all supervised with a multi-task objective. An
adaptive mask-search algorithm dynamically determines how much context should be
masked around the keyword based on token probabilities, enabling the system to build
context-sensitive templates without costly search. Experiments on Wizard-of-Wikipedia
and OpenDialKG show that v2 improves knowledge grounding and maintains efficient
decoding, but some repetition problems reappear when similar entities are retrieved
from different sources.

Chapter 5 explores a new generative-classification mechanism that directly connects
response generation and quality control. By introducing a special JudgerToken—an
auxiliary discriminator token (e.g., ¥texttt{<BAD>})—into the output vocabulary and
training on synthetic examples that emphasize undesirable repetition, the model
learns to interpret the JudgerToken’s probability as an intrinsic signal of overall
response quality. This approach allows the model to make binary judgments about
candidate responses—such as whether a reply is repetitive—without the need for
separate classifier networks or additional computational cost. The core idea of using
output logits for quality scoring, pioneered in this chapter, sets the foundation for later
developments in the framework and is crucial for enabling real-time response control
in the next stage.

Chapter 6 proposes DialFill v3, which fully integrates retrieval, evidence selection,
template construction, and degeneration mitigation into a single, end-to-end
logits-level workflow. In this version, all named entities and possible mask
configurations from the retrieved knowledge are paired with GOOD and BAD control
tokens. The system evaluates every candidate combination using a single forward pass,
and selects the template and anchor that minimize the relative probability of BAD
responses. This joint scoring approach allows precise control over which evidence is

included and how much surrounding text is generated. DialFill v3 achieves these
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advances without changing the backbone model or adding significant computational
cost. The method represents a unified and practical solution for retrieval-grounded
dialogue generation, supporting accurate, diverse, and efficient responses in
open-domain conversational Al.

Chapter 7 summarizes the main findings and discusses future research directions.
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